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Abstract— Global routing is an important step for physical
design. In this paper, we develop a new global router, NTUgr,
that contains three major steps: prerouting, initial routing, and
enhanced iterative negotiation-based rip-up/rerouting (INR). The
prerouting employs a two-stage technique of congestion-hotspot
historical cost pre-increment followed by small bounding-box
area routing. The initial routing is based on efficient iterative
monotonic routing. For traditional INR, it has evolved as the
main stream for the state-of-the-art global routers, which reveals
its great ability to reduce the congestion and overflow. As
pointed out by recent works, however, traditional INR may get
stuck at local optima as the number of iterations increases. To
remedy this deficiency, we replace INR by enhanced iterative
forbidden-region rip-up/rerouting (IFR) which features three new
techniques of (1) multiple forbidden regions expansion, (2) critical
subnet rerouting selection, and (3) look-ahead historical cost
increment. Experimental results show that NTUgr achieves high-
quality results for the ISPD’07 and ISPD’08 benchmarks for both
overflow and runtime.

I. INTRODUCTION

The very-large-scale circuit designs have brought new challenges
for modern routers. Global routing is the first stage to tackle the
stringent routing challenges; theoretically, detailed routing cannot
complete if the global router could not generate an overflow-free
solution. A good global router can systematically guide a detailed
router to avoid congestion and achieve high routability, thus speeding
up the time-consuming detailed routing process. Although many
routing techniques have been studied and developed, such as maze
routing [14], A*-search routing [7], pattern routing [13], monotonic
routing [18], multicommodity flow [1] and integer linear program-
ming (ILP) [10], it is not clear whether or not these traditional
methods have sufficient capability to handle the upcoming design
challenges.

To encourage the development of effective global routing solutions,
the ACM Int. Symposium on Physical Design (ISPD) held two
global routing contests in 2007 and 2008. Driven by this world-
wide competition, effective and efficient global routers have been
developed in these two years [2], [5], [9], [16]–[19].

The iterative negotiation-based rip-up/rerouting (INR) [15],
adopted by the state-of-the-art routers [5], [9], [17], [19], has revealed
its great ability to spread out congestion as well as to reduce the over-
flow, and thus INR becomes the main stream for developing modern
global routers. In [19], the Lagrange Relaxation (LR) mathematical
basis for INR was further explored.

As pointed out by recent works [9], [17], however, INR may get
stuck at local optima as the number of iterations increases, thus
requiring additional schemes to resolve this problem. Archer [17]
used a history scale factor to split INR into the initiation, negotiation,
and convergence phases and developed an LR-based bounded-length
min-cost topology improvement algorithm to improve INR. In [9],
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NTHU-Route developed a refinement process to further reduce over-
flow when INR gets stuck at a local optimum.

In this paper, we develop a new global router, NTUgr, that contains
three major steps: prerouting, initial routing, and enhanced INR.
The prerouting employs two new techniques: (1) congestion-hotspot
historical cost pre-increment and (2) small bounding-box area routing.
Especially, the traditional INR is replaced by enhanced iterative
forbidden-region rip-up/rerouting (IFR) which features three new
techniques: (1) multiple forbidden regions expansion, (2) critical sub-
nets rerouting selection, and (3) look-ahead historical cost increment.
Experimental results show that NTUgr achieves high-quality results
for the ISPD’07 and ISPD’08 benchmarks for both overflow and
runtime, demonstrating the effectiveness of the proposed flow. In
particular, our router obtains the best routing solution for the most
difficult instance of the ISPD’07 benchmarks, newblue3 (with only
31024 overflows), and achieves 10.8x–74.8x runtime speedups (with
similar total wirelength), which is one of the fastest global routers
reported in the literature.

The rest of this paper is organized as follows. Section II describes
the routing model and the problem formulation. Section III presents
our global routing flow. Experimental results are reported in Sec-
tion IV, and conclusions are given in Section V.

II. PROBLEM FORMULATION

For global routing, the routing region is partitioned into tiles (or
called global cells) and a 2D or 3D routing graph composed of nodes
(called global tile nodes) and edges (called global edges) models
the routing region, where the global tile node represents a tile, and
the global edge models the relationship between adjacent tiles. Each
global edge is associated with a capacity to model the limited routing
resource such as the number of available detailed routing tracks on the
tile boundary or the maximum allowable via count between adjacent
layers.

The main objective of global routing is to minimize the total
overflow, which is calculated by the total amount of routing demand
that exceeds the capacity for all edges. The ISPD’07 metrics evaluate
the global routing solution by the prioritized order: (1) the total
overflow, (2) the maximum overflow, and (3) the total wirelength
(each via connection equals three-unit wirelength). The ISPD’08
contest allows the contestants to use up to 4 CPUs in parallel, and
the prioritized order of ISPD’08 metrics is (1) the total overflow,
(2) the maximum overflow, and (3) the weighted total wirelength
(each via connection equals one-unit wirelength). The weighted
total wirelength is equal to the original total wirelength multiplied
by (1 + min{0.1, 0.04 log2 (cpu time / median cpu time)}), e.g., a
router would get 4% wirelength reduction per 2x faster runtime, and
the maximum wirelength reduction is up to 10%.

III. ROUTING METHODOLOGY

The flow of our global router is shown in Fig. 1. For better trade-
off between runtime and quality, we do not apply the time-consuming
3D routing approach but adopt the paradigm of 3D-to-2D capacity
mapping followed by the planar (2D) routing and the 2D-to-3D layer
assignment, similar to the previous routers [9], [19]. Different from
the aforementioned works, our planar routing features a few new
techniques incorporated in the three major steps: (1) prerouting, (2)
initial iterative monotonic routing, and (3) iterative forbidden-region
rip-up/rerouting (IFR) (see Fig. 1). We detail these techniques in this
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section. (Note that we adopt the increasing order of the bounding-
box areas of subnets as the net ordering in the following subsections,
unless specified otherwise.)

Critical subnets
rerouting selection

Look-ahead historical 
cost increment

Multiple forbidden 
regions expansion

2D 3D layer assignment

Initial iterative
monotonic routing

Enhanced planar (2D) routing

ISPD’07/ISPD’08 3D Benchmark

3D routing result

3D 2D capacity mapping

Net decomposition

Iterative forbidden-region 
rip-up/rerouting (IFR)

Congestion-hotspot 
historical cost pre-

increment

Small bounding-
box area routing

Prerouting

No overflow
or time-out no

yes

Initial routing

Fig. 1. The proposed routing flow.

A. Prerouting
Prerouting identifies the potential congestion hotspots to help

guide the subsequent routing stages, similar to those in the recent
performance-driven routing systems [3], [4]. After decomposing nets
into subnets by the minimum spanning tree algorithm, we perform
two techniques in the prerouting stage: (1) congestion-hotspot histor-
ical cost pre-increment and (2) small bounding-box area routing.

1) Congestion-hotspot Historical Cost Pre-increment: This
step is mainly for difficult routing instances, e.g., for the challenging
newblue3 circuit released in the ISPD’07 global routing contest. The
newblue3 circuit is proved to be unroutable, since after the 3D-to-
2D capacity mapping, it contains five high-pin density tiles with
more routing demands (up to the maximum 2175) than the available
capacities around the tiles. Therefore, we develop a new method to
handle the cases with high pin density.

It has been observed that the historical cost (also denoted by he)
in the cost function (be + he) · pe of the negotiation-based iterative
rip-up/rerouting approach [9] plays an important role in spreading the
congested wires. Therefore, we decide to pre-increase the historical
cost for the global edges lying around the high-pin-density tiles before
going into the iterative negotiation-based rip-up/reroute procedures.

After performing the high-pin-density analysis, we increase he of the
global edges around the high-pin-density tiles by the amount of η
around these already-over-congested regions. In our implementation,
we set η = 10 and increase he of global edges around the 10 × 10
high-pin-density tiles. With this method, our router can achieve the
least 31024 overflows for newblue3 ever reported in the literature.

2) Small Bounding-box Area Routing: In the small bounding-
box area routing, we first route the subnets with smaller bounding-
box areas (smaller than a threshold α) since these subnets have less
routing flexibility than the ones with larger bounding-box areas and
thus have higher probability to become congestion hotspots. This
also benefits the subsequent routing (especially the initial routing)
to identify the congestion hotspots for overflow reduction. In our
implementation, we set the threshold value of α as 40. Note that for
the small bounding-box area routing and the subsequent monotonic
routing, we use the same cost function of Eq. (1) but without
considering forbidden regions to be described in Section III-C.

B. Initial Iterative Monotonic Routing
Following the prerouting, we perform the initial routing, which

is the first stage that completes all subnets in the whole chip. To
improve the efficiency, we iteratively find monotonic routing paths;
this stage stops when the overflow reduction at the (i+1)-th iteration
is less than 5% from the i-th iteration.

Also note that we increase the historical cost he only once at the
last iteration for two reasons. The first reason is that the monotonic
routing cannot effectively spread the overflows since it only searches
non-detoured paths. Therefore, the value of he cannot exactly repre-
sent the historical cost and may even misguide/confuse the subsequent
negotiation-based rip-up/rerotuing. The second reason is that if we
increase he too much, the subsequent iterative negotiation-based rip-
up/rerouting would be slower since A*-search requires searching for
many more regions to find the least-cost paths.

Figs. 2 (a), (b), and (c) show the planar congestion maps for the
newblue3 circuit after the prerouting (with 74374 overflows [49.22%
routed subnets]), the initial iterative monotonic routing (with 306082
overflows), and the final routing (with 31024 overflows), respectively.
We can observe that the great correspondence between them in the
congestion maps (both red and brown colors represent overflow in
the global tiles).

C. Iterative Forbidden-Region Rip-up/Rerouting (IFR)
After the initial routing, we apply iterative rip-up/rerouting to

reduce the overflows, which is the most important part of our routing
system. As mentioned earlier, the iterative negotiation-based rip-
up/rerouting (INR) approach proposed by [15] may get stuck at
local optima as the number of iterations increases. Therefore, we
develop a new routing technique, called the iterative forbidden-
region rip-up/rerouting (IFR), to remedy the deficiency of INR. At
each iteration of IFR, some rectilinear regions, called the forbidden
regions, are constructed and expanded from the congested regions,
and IFR applies a special cost metric for these forbidden regions.

When searching a path by the node propagation from the source
s to the target t, IFR sets the cost function of a current node x as

f(x) = g(x) + h(x) +
∑

e∈path(s,x)

costRe(e), (1)

where g(x) is the Manhattan distance from s to x, h(x) is the
Manhattan distance from x to t, and e ∈ path(s, x) represents a
global edge on the path from s to x, path(s, x).

The costRe(e) denotes the routing cost for a path passing e, whose
value would depend on the congestion status of both e and the region
Re where e lies:

costRe(e) =

{
costp(e), if Re is in a forbidden region

and e is congested,
costh(e), otherwise

(2)

where costp(e) is called the present-congestion cost, which focuses
on the present congestion by discarding the historical cost to escape
from local optima and is defined as follows:

costp(e) = Pn · (de/ce), (3)
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(b) (c)(a)

Fig. 2. The planar congestion maps of the newblue3 circuit after (a) the prerouting (49.22% routed subnets, 74374 overflows) (b) the initial
iterative monotonic routing (100% routed subnets, 306082 overflows), and (c) the final routing (100% routed subnets, 31024 overflows).
Both red and brown colors represent overflow in the global tiles. The great correspondence between them in the congestion maps can be
observed.

where Pn denotes an overflow penalty constant and is set as 1000
in our implementation. On the other hand, costh(e) is called the
historical-congestion cost, which is applied for the congestion-free
edges or those e’s lying within non-forbidden regions, and its value
is given in [15] as follows:

costh(e) = (1 + he) · pe, (4)

where he represents the historical cost of e, and the base cost pe is
usually set as pe = de/ce for e with the capacity ce and the demand
de. We observe that the overflows between iterations would decline
faster if we enlarge the gap between the overflow-free global edges
and the over-congestion ones. Therefore, we apply the modifies pe

in IFR as follows:

pe =

{
1/(ce − de), if ce > de,
ζ + de/ce, if ce < de,
ζ, if ce = de.

(5)

Note that it is not necessary to introduce the detour penalty in
Eq. (1) for wirelength optimization because the function g(x)+h(x)
already contains the detour terms in nature. Note that Eq. (5) is
always positive, which guarantees f(x) in Eq. (1) to be monotonically
increased, and thus the A*-search algorithm can attain the optimality
properties. In our implementation, we set ζ = 3.0.

The following subsections detail the three novel techniques in-
corporated in IFR: (1) multiple forbidden-regions expansion, (2)
critical subnets rerouting selection, and (3) look-ahead historical cost
increment.

1) Multiple Forbidden-Regions Expansion: In the global
rerouting stage, congested-region identification plays an important
role in determining the solution quality. BoxRouter [6] and NTHU-
Route [9] both apply the concept of the congested regions. BoxRouter
uses a box to decide which subnets should be routed at some
iteration of progressive ILP. NTHU-Route uses the congested regions
to select the rerouting subnets and identifies the congested regions by
performing box expansion until the average congestion of the region
is smaller than a threshold. In this paper, we adopt a different method
to identify the congested regions, called multiple forbidden regions
expansion. A forbidden region means that introducing overflows in
this region is almost forbidden, or it would incur huge cost penalty.
In IFR, we apply the present-congestion cost function to reroute
the subnets with overflow and lying in forbidden regions. Table I
summarizes the different features of the congested regions among
our router, BoxRouter, and NTHU-Route.

There are three phases for the multiple forbidden regions construc-
tion in IFR. The first phase is applied for the beginning iterations
of IFR. In this phase, all forbidden regions are constructed by
performing box expansion from the global edges with the maximum

overflow and are not covered by any forbidden region. Initially, a
forbidden region contains only two adjacent global tiles that cover the
maximum-overflow routing edge. Each forbidden region expands only
from the most congested boundary of that region until an expansion-
stopping criterion is satisfied. For a forbidden region Rf , we define
the average congestion at the four boundaries of Rf by

Cd
Rf

=
Σde

Σce
, ∀e on the d boundary of Rf (6)

where d ∈ {L, R, T, B} denotes the left, right, top, or bot-
tom boundary of Rf , and e represents the global edge lying
on the boundaries of Rf . The expansion-stopping criterion is
max{CL

Rf
, CR

Rf
, CT

Rf
, CB

Rf
} < β, where β is a bound that decreases

as the number of iterations in IFR increases. In our implementation,
β ranges from 1.1 to 1.4. The expansion-stopping criterion depends
on the average congestion of the most congested boundary of
the forbidden region, not on that of the whole forbidden region.
Therefore, the congested regions can be identified more precisely
by the forbidden regions with one-directional expansion. Note that
the congestion hotspots in the routing graph may not be rectangular,
and our forbidden regions can overlap with each other to cover a
rectilinear congested region. Fig. 3 shows the multiple forbidden-
regions construction at the first phase.

(a) (b) (c)

Fig. 3. The multiple forbidden-regions expansion shown in the
congestion map of adaptec5. (a) Four forbidden regions are identified
at iteration i. Note that two of them form a rectilinear polygon.
(b) The overflows in the forbidden regions disappear or are diffused
into surrounding regions at iteration i+1. The new forbidden regions
are re-identified. (c) The congestion map at iteration i+2.

The second phase is invoked when the number of overflows in
the first phase stops decreasing and gets stuck at local optimal
solution. In this phase, we develop a new technique, called region
propagation levelling (RPL), to handle this situation. (See Fig. 4.)
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TABLE I

COMPARISONS OF THE CONGESTED REGIONS AMONG OUR ROUTER, BOXROUTER, AND NTHU-ROUTE.

BoxRouter [6] NTHU-Route [9] NTUgr (Ours)
Terminology Box Congested region Forbidden region

Shape Rectangular Rectangular Rectilinear
Number of regions Single box Single congested region* Multiple forbidden regions

Objective Performing progressive ILP Selecting rerouting nets Performing different cost functions
Continuously expanding

the most congested boundary
The average congestion of the The average congestion of the most
region is smaller than a bound congested boundary is smaller than a bound

Simultaneous expansion No No Yes (region propagation levelling)
*: NTHU-Route may have multiple congested regions, but uses only one region at a time.

Expansion-stopping
criterion Box covers the whole chip

Expanding four boundaries Expanding four boundariesExpanding direction

Different from the first phase that forbidden regions are re-built
at every new iteration, RPL “inherits” all forbidden regions at
the previous iterations and then expands these forbidden regions
simultaneously. The rationale is that although the overflows can be
effectively dispersed out of the forbidden regions, they may not
disappear but just stay around these forbidden regions. As a result,
the overflows might remain inside the forbidden regions after the
subsequent iterations when the positions of forbidden regions are
changed by the re-construction process. Therefore, the inheritance
of forbidden regions for the previous iterations in RPL avoids local
optimal solutions in the first phase. In this way, the overflows in the
forbidden regions can be levelled out stably by RPL as the forbidden
regions keep expanding. Note that two separated forbidden regions
may disperse their overflows to the same non-forbidden region, but
RPL would make these two forbidden regions cooperate together
to disperse out and reduce the overflows since these two forbidden
regions are expanded simultaneously and are allowed to overlap with
each other.

(a) (b) (c) (d)

Fig. 4. As shown in the congestion map of the bigblue3, the region
propagation levelling (RPL) expands the forbidden region and levels
out this region. (a) At iteration i, most overflows gather together
(in brown regions) before rerouting. (b) At iteration i + 1, most
overflows are dispersed out of the forbidden region after rerouting.
(c) At iteration i + 2, RPL expands the original forbidden region at
iteration i + 1 and levels out the forbidden region. (d) At the last
iteration, all the overflow regions disappear.

The third phase starts when the current number of overflows is less
than 0.5% of the total overflows after the initial iterative monotonic
routing. In this phase, IFR applies another technique called the final
expansion that expands the forbidden region to the whole routing
graph to quickly reduce the remaining overflows. The reason is that
INR becomes less effective in reducing the overflows when the total
overflows become smaller. As shown in the dashed (blue) curve
in Fig. 5, the INR spends about 10% runtime to reduce 90% of
overflows, but 90% runtime to reduce the remaining 10% of overflows
for the adaptec5 circuit. This phenomenon still exists even if we
apply the IFR with only the first and the second phases of multiple
forbidden-regions construction, as shown in the solid (red) curve in
Fig. 5. Therefore, we perform the final expansion to speed up the
rip-up/rerouting process at the last iterations of IFR. As shown in

the dotted (green) curve in Fig. 5, this technique makes the total
overflows converge to zero very rapidly.

Total overflows

Time (sec)

Benchmark: adaptec5

INR

IFR without 
final expansion

IFR

1

10

100

1000

10000

100000

1000000

0 2000 4000 6000 8000

Fig. 5. The effectiveness of IFR for the adaptect5 circuit. The dashed
(blue), solid (red), and dotted (green) curves represent INR, IFR
without the final expansion, and IFR, respectively. IFR without the
final expansion is about 3x faster than INR, and IFR is 8x faster than
INR. Note that the y-axis is in logarithmic scale.

2) Critical Subnets Rerouting Selection: Different from the
ISPD’07 evaluation cost metrics, the ISPD’08 global routing contest
also considers runtime in its scoring metric (and the runtime limit is
set to 24 hours). For example, the winner of the ISPD’07 contest in
the 3D category requires about three days to complete the adaptec5
circuit, which is unacceptable in this contest. As a result, it is
necessary to speed up the routing process while maintaining the
solution quality.

In this paper, we incorporate a new speed-up scheme into IFR,
named critical subnets rerouting selection, to reduce the number
of rerouting subnets in each iteration. The main reason is that the
iterative rip-up/rerouting takes the most runtime, and thus the key
for speed-up is to reduce the number of rerouting subnets in each
iteration.

In IFR, we rip up only those critical subnets and then reroute them,
instead of ripping up all subnets. A subnet n is critical if it satisfies
the following criterion:

min
e∈n

{ce − de} ≤ S, (7)

where S is a constant, and e is a global edge passed by n. If
S is set as -1, only those subnets incurring overflows are critical
and need to be rerouted. If S = 1, the critical subnets are the
subnets that pass the global edges with overflows or pass at least
one edge whose remaining capacity is smaller than or equal to 1. In
our implementation, we set S as -1 in IFR and obtain about 1.21x
speedup, compared with the full rerouting selection that rips up and
reroutes all subnets.

3) Look-ahead Historical Cost Increment: As mentioned
earlier, the great ability to spread out congestion (overflows) is
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the main advantage of the negotiation-based rip-up/rerouting. Most
negotiation-based global routers use the following equation as the
updating scheme for the historical cost he of a global edge e [9]:

hi+1
e =

{
hi

e + K, if de > ce

hi
e, otherwise

(8)

where K is a constant, and ce and de represent the capacity and
demand of e, respectively.

As reported in [17], however, although the original updating
scheme of Eq. (8) performs very well at the beginning few iterations,
it becomes less effective as the number of iterations increases and
cannot minimize the overflows but just exchanges the overflow
regions instead. As a result, the traditional historical cost updating
scheme in Eq. (8) tends to get stuck in local optimal solutions.

Therefore, we develop the following new updating scheme to
spread and reduce the total overflow stably.

hi+1
e =

{
hi

e + K, if de + N > ce

hi
e, otherwise

(9)

where N > 0 represents a positive integer.
The key idea is not only to increase the historical cost on the

global edges with overflows, but also on those near-overflow global
edges. In our implementation, N and K are both set to 1; this new
scheme substantially improves the quality of our router.

D. Layer Assignment
Our 2D-to-3D layer assignment is performed for subnets in the

non-decreasing order of their wirelength. Due to the page limit, we
only sketch the main process. Each subnet is assigned to layers by
the dynamic programming technique, where the first order cost is the
number of overflows induced by the subnet and the second one is the
number of used vias and wires. Our layer assignment also prefers the
wire and via sharing (e.g., sharing the same vias and wires among
subnets of a multi-pin net) by setting the sharing cost as 0.

IV. EXPERIMENTAL RESULTS

We implemented NTUgr in the C++ programming language on
a 2.8 GHz AMD Opteron Linux workstation with 12 GB memory.
We conducted experiments by comparing with state-of-the-art global
routers in the literature and at public web sites; specifically, we
compared with Archer [17], BoxRouter 2.0 [5], FGR 1.1 [19],
FGR 1.1 best-seen [8], MaizeRouter [16], and NTHU-Route [9] in
Table II, and two winners of the ISPD’08 global routing contests
(NTHU-Route 2.0 [12] and FastRoute 3.0 [12]) in Table III. We also
explored the effectiveness of the look-ahead historical cost increment
and reported the results in Table IV.

In the tables, “OF” and “Max OF” are the respective numbers of
the total overflow and the maximum overflow; “ISPD’07 WL” and
“ISPD’08 WL” give the total wirelength calculated by the metrics
of the ISPD’07 and ISPD’08 contests, respectively. The wirelength
of via connection is equal to 3 in the ISPD’07 metric, but 1 in
the ISPD’08 one. Note that in Table II, the wirelength is evaluated
by the ISPD’07 metric since the publicly available routers target
at the ISPD’07 metric which is different from the ISPD’08 one.
In Table II, the results of FGR 1.1, MaizeRouter, and NTHU-
Route were generated by executing their binaries on our machine,
and we took the results of BoxRouters 2.0 and Archer from [5]
and [17], respectively. Further, the results of NTHU-Route 2.0 and
FastRoute 3.0 in Table III were taken from the web site for the
ISPD’08 global routing contest [12].

For the ISPD’07 3D routing comparison shown in Table II, NTUgr
completed six out of eight circuits with the best performance among
all state-of-the-art routers in the literature. In particular, NTUgr
obtains the best routing solution for the difficult instance, newblue3
(with only 31024 overflows), and achieves 10.8x–74.8x runtime
speedups (with similar total wirelength), which is the fastest runtime
reported in the literature.

Table III compares NTUgr with two winners of the ISPD’08 global
routing contest. We observed significant different behaviors among
the three routers. We found that FastRoute 3.0 (with four CPUs)

achieves the best efficiency among all the circuits, respective 3.01x
and 3.48x faster than ours and NTHU-Route 2.0 (both with one
CPU) on average for the overflow-free cases for the three routers
(i.e., adaptect1–5, bigblue1, bigblue3, newblue2, and newblue5–6).
However, the routability of FastRoute 3.0 is the worst among the
three routers; FastRoute 3.0 can complete 100% routing for only
10 circuits, while ours 11 circuits and NTHU-Route 12 circuits.
Compared with NTHU-Route 2.0, it can complete the routing for
one more circuit and achieves smaller wirelength, but its runtime is
averagely slower than ours for the overflow-free cases. (Note that
only the overflow-free cases need to consider their runtimes for the
ISPD’08 global routing contest.) In particular, NTUgr obtains the
best routing solutions for the most difficult instance, newblue3 (with
only 31024 overflows) and newblue4 (with only 142 overflows). The
experimental results show that our router achieves high-quality results
for the ISPD’07 and ISPD’08 benchmarks for both overflow and
runtime, demonstrating the effectiveness of the proposed flow.

We also explored the effectiveness of the look-ahead historical
cost increment. Table IV shows the results. With this technique, the
speed of our router is improved by 1.94x on average, with similar
total wirelength, which demonstrates the effectiveness of look-ahead
historical cost increment.

TABLE IV

EFFECTS OF LOOK-AHEAD HISTORICAL COST INCREMENT.

Max ISPD'08 CPU Max ISPD'08 CPU
OF WL (e5) (min) OF WL (e5) (min)

adaptec1 0 0 55.8 5.4 0 0 57.4 4.5
adaptec2 0 0 53.2 1.4 0 0 53.7 1.1
adaptec3 0 0 133.4 5.4 0 0 135.0 4.4
adaptec4 0 0 122.6 2.3 0 0 123.7 1.2
adaptec5 0 0 158.5 22.0 0 0 159.9 15.3
bigblue1 0 0 59.6 16.4 0 0 60.0 18.1
bigblue2 4 2 97.6 176.6 0 0 91.2 248.3
bigblue3 0 0 135.4 5.2 0 0 133.5 4.0
bigblue4 224 4 242.4 93.8 188 8 242.8 413.1
newblue1 16 2 49.6 212.8 6 2 49.3 977.5
newblue2 0 0 77.5 0.9 0 0 76.9 0.6
newblue3 31404 426 132.2 108.6 31024 408 188.3 884.0
newblue4 152 2 142.6 730.8 142 2 143.8 1118.1
newblue5 0 0 243.5 27.2 0 0 244.9 20.5
newblue6 0 0 191.3 154.8 0 0 186.6 21.3
newblue7 424 2 371.9 1423.1 310 2 372.2 1445.5
Comp.* - - 1.00 1.94 - - 1.00 1.00

*: Wirelength and runtime comparisons are based on the overflow-free cases.

w/ look-ahead he increment
Circuit OF

w/o look-ahead he increment

OF

V. CONCLUSION

In this paper, we have developed a high-performance global router
NTUgr for fast overflow reduction. The router is equipped with en-
hanced iterative forbidden-region rip-up/rerouting (IFR), which fea-
tures novel techniques such as the region propagation levelling (RPL)
and look-ahead historical cost increment to improve the traditional
iterative negotiation-based rip-up/rerouting (INR). Compared with
the state-of-the-art global routers, experimental results have shown
that our router achieves high-quality results for the ISPD’07 and
ISPD’08 benchmarks for both overflow and quality, demonstrating
the effectiveness of our router.
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OF OF OF OF OF OF

**: The runtime of FGR 1.1 best-seen result is 48 hours [8]; no runtime is reported in BoxRouter 2.0 [5].
***: Archer's runtime is reported in [17] based on a faster platform (Intel Xeon 3.6 GHz).

*: Wirelength and runtime comparisons are based on the overflow-free cases.

NTHU-Route [9] NTUgr (Ours)FGR 1.1 best [8]** MaizeRouter [16]BoxRouter 2.0 [5]**FGR 1.1 [19]

OF

TABLE III
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Comp.* - - 1.00 3.48 - - 1.03 1.00 - - 1.04 3.01

NTUgr (Ours)
1 CPU 4 CPUs 1 CPU

*: Wirelength and runtime comparisons are based on the overflow-free cases. 
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